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Abstract

Gradient boosting has received a lot of attention recently due to its out-

of-box nature in solving a wide range of supervised learning problems. This

paper is a survey of basic statistical principles that lead to the development of

boosting. Main results are taken from Hastie et al. (2001).

1 Introduction

The idea of boosting is not new. It belongs to a class of methods called ensemble

learning. Roughly speaking, if we take the weighted average of a large number of

models, the variance in the prediction can be reduced. This is analogous to a com-

mittee: that is, a decision made by the majority tends to be more consistent. I like

to think of this as the central limit theorem for machine learning. Hence, the perfor-

mance of a weak model can be dramatically improved. How weak can a non-constant

model be? We start with the following definition.
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Definition 1. For an output variable Y , a p-dimensional input variable X = (X1, ..., Xp)
′,

and a set of training examples (xi, yi) for i = 1, 2, ..., N , a tree split looks for the

variable Xj and the split point s in the support of Xj that define the pair of half-planes

R1(j, s) = {X |Xj ≤ s} and R2(j, s) = {X |Xj > s},

which define the model f(x) = c1I(x ∈ R1) + c2I(x ∈ R2).

If Y takes on continuous values, j and s are chosen to minimizes the total RSS:

RSS(j, s) =
∑

xi∈R1(j,s)

(yi − c1)2 +
∑

xi∈R2(j,s)

(yi − c2)2,

where the constants c1 and c2 are the average of response variables in each of the half

planes. If Y takes on discrete values in C = {1, 2, ..., K}, we define the Gini impurity

index for region Ri as

Gi =
K∑
k=1

p̂i,k(1− p̂i,k),

where p̂i,k denotes the proportion of class k in the region Ri. The weak model deter-

mines the values of j and s by minimizing the weighted Gini impurity:

G(j, s) = w1G1 + w2G2,

where wi is the weight associated with Ri, obtained as the proportion of the number

of training examples in Ri to the total number of training examples. Finally, the

classification function is defined similarly as f(x) = c1I(x ∈ R1)+c2I(x ∈ R2), where

ci = arg max
k

p̂ik denotes the majority class in Ri.

A tree model is a natural extension of this idea. After the first split, we obtain
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rectangular regions R1 and R2, often referred to as the nodes of the tree. Then, we

apply tree splits to each of the two nodes, until we have reached a minimum node size.

A terminal nodes is called a leaf of the tree. The performance of a single tree model

is less than ideal in most situations. In this work, we introduce the idea of boosting

which can be used to drastically improve the performance of such weak models. More

details about boosting can be found in Hastie et al. (2001).

2 Forward Stagewise Additive Modeling

Unlike a single classifier, boosting fits the model slowly by using an additive expansion

of a set of elementary basis functions, in the form of

f(x) =
M∑
m=1

βmb(x; γm)

where βm,m = 1, 2, ...,M are real coefficients, and b(x; γ) is a real valued function

that usually has a simple form, such as linear, or a tree model of depth 1 defined

in Definition 1, characterized by the parameter γ. The parameters are found by

minimizing the total loss

n∑
i=1

L (yi, f(xi)) =
n∑
i=1

L

(
yi,

M∑
m=1

βmb(x; γm)

)
.

where L can be either the RSS or the cross-entropy. As we have learned through-

out this semester, finding these parameters via gradient descent is computationally

expensive, and to make the matters even worse, sometimes the loss cannot be differ-

entiated, such as when b(x; γ) represents a weak model. To solve this issue we use a

new powerful method called the “forward stagewise additive modeling.”

Algorithm 1: Forward stagewise additive modeling
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1. Initialize f0(x) = 0

2. For m = 1 to M :

(a) Compute

(βm, γm) = arg min
β,γ

N∑
i=1

L(yi, fm−1(xi) + βb(xi; γ))

(b) Update the prediction

fm(x) = fm−1(x) + βmb(x; γm).

At the first iteration, we look for coefficients β1 and γ1 that minimizes the loss

N∑
i=1

L(yi, βb(xi; γ)).

This is similar to fitting a model to the original dataset, and we get the first non-

trivial model f1(x). Since b(x, γ) is a weak model, the first prediction function f1 is

not very accurate. During the second iteration, we find β2 and γ2 that minimizes

N∑
i=1

L(yi, f1(xi) + βb(yi; γ)) =
N∑
i=1

L(ri,1, βb(yi; γ)),

where ri,1 = yi−f1(yi) is the ith “residual” of the first predictor f1. In general, during

the mth iteration, we solve

(βm, γm) = arg min
β,γ

N∑
i=1

L(ri,m−1, βb(yi; γ)).

where ri,m−1 = yi − fm−1(yi) is the ith residual of the predictor fm−1. Whichever

portions of the output that f1 failed to predict are assigned to f2. Likewise, the
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second residual, which captures the parts of the output that f2 failed to predict are

fitted with f3, and so on.

2.1 Exponential Loss

The usual RSS is not a good loss function for classification because it is non-convex.

Instead, we turn to the “exponential loss,”

L(y, f(x)) = exp(−yf(x)), (1)

where the output Y ∈ {−1, 1} is a binary random variable. Indeed this is a valid loss

function. When y = 1, and f(x) have the same sign as y, the loss is smaller compared

to when f(x) and y have different signs. Furthermore, we have the following lemma.

Lemma 1. The conditional expectation of the exponential loss (1) is minimized by

f ∗(x) =
1

2

P (Y = 1 |x)

P (Y = −1 |x)
.

Proof. The conditional expectation of the exponential loss is

EY |xexp(−Y f(x)) = exp(−f(x))P (Y = 1 |x) + exp(f(x))P (Y = −1 |x).

Taking the derivative with respect to f(x), set it equal to 0, we obtain

f ∗(x) := arg min
f(x)

EY |xexp(−Y f(x)) =
1

2
log

P (Y = 1 |x)

P (Y = −1 |x)
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We see that the expected exponential loss is minimized by f ∗(x), the “logit trans-

formation” of the posterior probability p(Y = 1 |x). Hence, f ∗(x) = 0 can be used

as the decision boundary of the binary classifier, and we make predictions of Y based

on the sign of f ∗(x). I often refer to f ∗ as the oracle decision function. Using this

function would achieve the optimal Bayes error. Rewriting this, we can express the

discriminant function as

δ∗1(x) := P (Y = 1 |x) =
1

1 + exp(−2f ∗(x))
.

The goal is to estimate f ∗, which determines the true conditional distribution. In-

spired by this form, we propose he following model for the posterior probability:

δ1(x) := π(x; f) :=
1

1 + exp(−2f(x))
. (2)

If f(x) is a linear function, we have the logistic regression. Next, to make the distri-

bution binomial, we let Y ′ = (Y + 1)/2 ∈ {0, 1}, and let

Y ′ |x, f ∼ Bin(1, π(x; f)),

Given a training example (x, y), the binomial cross-entropy is given by

H = −y′ log π(x; f)− (1− y′) log(1− π(x; f))

= log (1 + exp(−2yf(x))) ,

(3)

where the last equality follows by noting that if y = 1, y′ = 1, and if y = −1, y′ = 0.

Lemma 1 shows that the expected exponential loss is minimized by f ∗. Using the

binomial cross-entropy, we arrived at (3), whose minimum also occurs at f ∗ which
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represents the true data generating mechanism. Therefore, in the population level,

we see that the loss minimization using the exponential loss is equivalent to using the

binomial cross-entropy. The only difference is that now the binary variable Y takes

values {−1, 1} instead of {0, 1}.

2.2 AdaBoost

The main attraction of using the exponential loss is computational. In AdaBoost, the

individual weak classifiers bm(x; γ) is rewritten as Cm(x) ∈ {−1, 1}. Using the ex-

ponential loss function, the mth iteration of the forward stagewise additive modeling

(Algorithm 1) becomes:

(βm, Cm) = arg min
β,C

N∑
i=1

exp [−yi(fm−1(xi) + βC(xi))]

= arg min
β,C

N∑
i=1

wi,mexp (−βyiC(xi))

where wi,m = exp(−yifm−1(xi)) are constants that does not depend on β nor C. Since

y and C(x) can be either 1 or −1, we have

(βm, Cm) = arg min
β,C

e−β
∑

yi=C(xi)

wi,m + eβ
∑

yi 6=C(xi)

wi,m

= arg min
β,C

(eβ − e−β)
N∑
i=1

wi,mI(yi 6= C(xi)) + e−β
N∑
i=1

wi,m.

When β > 0 is fixed, we have

Cm = arg min
C

N∑
i=1

wi,mI(yi 6= C(xi)).
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Differentiating with respect to β, set it equal to 0, we get

βm =
1

2
log

1− errm
errm

where errm is the minimized weighted error rate

errm =

∑N
i=1wi,mI(yi 6= Gm(xi))∑N

i=1wi,m
.

After obtaining both βm and Gm, we update our approximation by

fm(x) = fm−1(x) + βmCm(x).

At the same time, we update the weights by

wi,m+1 = wi,mexp(−βmyiCm(xi)).

Using a clever trick of re-writing −yiCm(xi) = 2I(yi 6= Cm(xi))− 1, we have

wi,m+1 = wi,m exp(2βmI(yi 6= Cm(xi)) exp(−βm).

Note that the term exp(−βm) is multiplied to all weights, so it has no effect. Setting

αm = 2βm, we have finally arrived at one of the most popular boosted algorithm, the

“AdaBoost.”

Algorithm 2: AdaBoost

1. Initialize the weights for the training set wi = 1/N, i = 1, ..., N .

2. For m = 1 to M :

(a) Fit a classifier Cm(x) to the training set using the weights wi
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(b) Compute the weighted error term

errm =

∑N
i=1wiI(yi 6= Cm(xi))∑N

i=1wi.

(c) Compute log odds of the error

αm = log
1− errm

errm
.

(d) Update the weights: For i = 1 to N :

wi := wi exp(αmI(yi 6= Cm(xi))).

3. Output the prediction using the sign of the weighted expansion:

C(x) = sign

(
M∑
m=1

αmCm(x)

)
.

3 Gradient Boosting

We have seen that using the square-error loss leads to fitting the base learner to the

residuals at each step. Using the exponential loss, we have a simple elegant AdaBoost

algorithm as performing a weighted fit of the base learner. However, the exponential

loss is not the most robust loss function. Figure 1 plots the loss function for two-class

classification against the classification margin yf(x). We see that the exponential

loss puts too much weight on miss-classified sample; hence, AdaBoost is not robust

in noisy scenarios where the Bayes error is not close to 0.

In general, if we want to use more robust loss functions, we need a more general
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Figure 1: Loss function for classification with y = ±1. Misclassification: I(sign(f) 6=
y); exponential: exp(−yf); binomial deviance: log(1 + exp(−2yf)); square error:
(y − f)2; support vector: (1− yf)+. Source: (Hastie et al., 2001)

method, called gradient boosting. Although gradient boosting works for any base

model, it has been shown to work particularly well with tree-based models. Suppose

we have a decision tree

T (x; Θ) =
J∑
j=1

γjI(x ∈ Rj),

where the parameter Θ = {Rj, γj}Jj=1 defines the tree’s structure and the leaf values.

The forward stagewise additive modeling (Algorithm 1), with addition of regulariza-

tion, yields the following optimization subproblem in each iteration:

Θ̂m = arg min
Θm

N∑
i=1

L(ri,m−1 + T (xi; Θm)).

In general, if we are trying to minimize the loss function,
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L(f) =
N∑
i=1

L(yi, f(xi)),

where f(x) is any model, such as a sum of trees. At the mth iteration of gradient

descent, for each training example (xi, yi), we compute the partial derivative evaluated

at the previous model fm−1:

gi,m−1 =
[
∂f(xi)L(yi, f(xi))

]
f(xi)=fm−1(xi)

.

Comparing this to AdaBoost, we see that instead of fitting a tree to the residuals

ri,m−1, we fit trees to the negative gradient −gi,m−1. For the fastest convergence to-

ward the minimum, the residuals ri = (ri,1, ..., ri,n)′ should point in the same direction

as the negative gradient −gi = (−gi,1, ..,−gi,n)′. This is the Gradient Tree Boosting

Algorithm.

Algorithm 3: Gradient Tree Boosting Regression Model

1. Initialize f0(x) = arg min
γ

∑N
i=1 L(yi, γ).

2. For m = 1 to M :

(a) For i = 1, 2, ..., N compute

gi,m−1 =
[
∂f(xi)L(yi, f(xi))

]
f(xi)=fm−1(xi)

.

(b) Fit a regression tree to the negative gradients −gi,m−1, producing

leaves Rj,m, j = 1, ..., Jm.

(c) For j = 1, 2, ..., Jm, compute

γj,m = arg min
γ

∑
yi∈Rj,m

L(yi, fm−1(xi) + γ).
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(d) Update fm(x) = fm−1(x) +
∑Jm

j=1 γj,mI(x ∈ Rj,m).

3. Output fM(x).

For a regression problem, if we use RSS as the loss function, then the negative

gradient −gi,m−1 is

−∂f(xi)
1

2
(yi − f(xi))

2 = yi − f(xi) = ri.

This shows that for squared loss, using the negative gradient is exactly the same as

using the ordinary residual. For a K-class classification problem, suppose that the

response variable Y takes values in C = {1, ..., K}. We fit K regressions trees, each

producing a score fk(xi), k = 1, 2, ..., K, and final prediction is made by

f(xi) = arg max
k

πk(xi; f1, ..., fK)

:= arg max
k

efk(xi)∑K
l=1 e

fl(xi)
.

Using the multinomial cross-entropy as the the loss function, we have

L(yi, f(xi)) = −
K∑
k=1

I(yi = k) log πk(xi; f1, ..., fK)

= −
K∑
k=1

I(yi = k)fk(xi) + log

(
K∑
l=1

efl(xi)

)
.

Each tree fk, for k = 1, 2, ..., K, is fitted to its respective negative gradient given by

−gi,k = ∂fk(xi)L(yi, f(xi))

= I(yi = k)− efk(xi)∑K
l=1 e

fl(xi)
.
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This yields the following algorithm.

Algorithm 4 Gradient Boosting Classification Model

1. Fit K constant models f0,1, f0,1, ..., f0,K by solving

f0,k(x) = arg min
γ

N∑
i=1

L(yi, γ).

2. For m = 1 to M :

(a) For k = 1, 2, ..., K,

(i) For i = 1, 2, ..., N compute:

−gi,m−1,k = I(yi = k)− efm−1,k(xi)∑K
l=1 e

fm−1,l(xi)
.

(ii) Fit a regression tree on the values −gi,m−1,k, producing leaves

Rj,m,k, j = 1, ..., Jm,k.

(iii) For j = 1, 2, ..., Jm,k, compute

γj,m,k = arg min
γ

∑
yi∈Rj,m

L(yi, fm−1(xi) + γ).

(iv) Update fm,k(x) = fm−1,k(x) +
∑Jm,k

j=1 γj,m,kI(x ∈ Rj,m,k).

3. Output the final prediction by

fM(x) = arg max
k

efM,k(xi)∑K
l=1 e

fM,l(xi)
.
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4 Simulation Study

We use four different data sets plotted in Figure 2, and their decision boundaries are

plotted in the subsequent figures.

Figure 2: Four data sets for demonstration
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Figure 3: AdaBoost
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Figure 4: Gradient Boosting
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Figure 5: Nearest Neighbors
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Figure 6: Linear Support Vector Machine
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Figure 7: RBF Support Vector Machine
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Figure 8: Tree Depth 1
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Figure 9: Tree Depth 5
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Figure 10: Neural Network of size [25, 12, 2]
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Figure 11: Gaussian Naive Bayes
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Figure 12: Quadratic Discriminant Analysis
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